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Abstract

Closed frontier LLMs can locate and exploit real C/C++ vulnera-
bilities at near-expert quality, yet open models lag far behind: no
public dataset pairs real CVE code with reasoning and a runnable
proof-of-concept (PoC). We introduce RealMythosReasoning, the
first open dataset that jointly provides all three. The key idea is to
separate teacher-only evidence (patch, CVE description, CWE label,
context) from the student-visible task (vulnerable code only), so the
teacher recovers the root cause while the released example forces
code-grounded reasoning. A five-stage pipeline curates 9,964 CVE-
unique vulnerabilities, generates traces and PoCs with DeepSeek-
V4-Pro, strips patch and CVE references, and scores each PoC on a
six-axis rubric. The release contains 6,159 SFT-ready records over
149 CWE classes with mean PoC quality 27.90/30; cross-judge
replays with Gemini-3.1-Pro, Claude-Opus-4.6, and GPT-5.4 con-
firm the score is not judge-specific. Fine-tuning a Qwen3.5-9B stu-
dent lifts its score on a 141-record held-out benchmark from 3/141
parsable outputs to 24.6/30, within 1 point of a 3x larger open
model and 0.5 of the frontier closed DeepSeek-V4-Flash.
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1 Introduction

Recent progress in deep learning has substantially expanded the
scope of automated security analysis. Large language models are
now used for security triage, vulnerability explanation, code re-
view, and incident response, and both open models and commercial
security platforms are moving these capabilities into practical work-
flows [7, 14, 24]. At the same time, in mathematics and program-
ming, distilling long reasoning traces from stronger teachers has
become an effective way to improve model capability [1, 12, 13]. A
natural question is whether a similar data-centric recipe can teach
models to reason over real vulnerable code rather than only answer
security knowledge questions.

The main obstacle is the lack of suitable public data. Existing
cyber instruction and reasoning datasets are useful for concept

learning, certification-style questions, CTI mapping, and remedia-
tion advice, but they rarely describe the process by which a model
should understand a concrete vulnerability and construct a proof-
of-concept for it [4, 8, 14, 17, 25]. Vulnerability corpora provide
real CVE-linked code and metadata, but they usually stop at la-
bels, commits, patches, or function pairs [5, 9, 11, 15, 18, 23]. They
do not provide the missing training object needed for reasoning
distillation: a code-grounded trace that connects the vulnerable
program state to a PoC-oriented output while avoiding leakage
from privileged patch or CVE context. This gap is the starting point
of this paper.

The central difficulty is not merely collecting vulnerable func-
tions. At scale, the input to the dataset is source code drawn from
large and heterogeneous repositories, while the desired output is
a high-quality PoC-oriented response. Without privileged signals
such as the patch and CVE description, even a strong teacher often
misreads the root cause from the function alone. Our key insight is
to treat dataset construction as a perspective-conversion problem.
During generation, a teacher can be given privileged evidence such
as patches, vulnerability descriptions, CWE labels, and augmented
context in order to recover the root cause and the PoC design. Dur-
ing release, the training example must be converted back to the
student view: the reasoning must anchor only on the visible vul-
nerable code, with patch- and CVE-dependent statements removed.
This separation between the generation view and the learning view
is the organizing principle of RealMythosReasoning.

We instantiate this principle in a multi-stage pipeline. The
pipeline first curates a multi-source CVE corpus from PrimeVul,
MegaVul, ReposVul, and CVEfixes [5, 11, 18, 23], then augments
cases whose vulnerable function does not contain enough local
context. A teacher model generates vulnerability reasoning and a
PoC-oriented response under teacher-only evidence. The reason-
ing is then rewritten into a patch-unaware form, and each PoC is
scored by a six-dimension quality evaluator covering relevance,
exploitability, completeness, precision, safety, and correctness. Fi-
nally, the accepted records are exported as SFT data for the public
release. The implementation, including source adapters, prompts,
class definitions, and audit files, is released alongside the dataset.
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The released run starts from 9,964 curated CVEs and produces
6,159 SFT records, corresponding to a 61.8 % end-to-end yield. The
accepted records cover 149 named CWE classes plus a catch-all
CWE-Other bucket and 1,983 source-project strings. Their mean
PoC quality score is 27.90 out of 30 under the six-dimension rubric,
and a cross-judge replay with three independent LLM families
(Gemini-3.1-Pro, Claude-Opus-4.6, and GPT-5.4) places the dataset
in the same high band as the construction-time judge. Fine-tuning
a 9B Qwen3.5 student on RealMythosReasoning reaches 24.6/30
on a 141-CVE held-out benchmark, within 1 point of the 3x larger
qwen3.6 (27B, 25.6) and the frontier closed API deepseek-v4-flash
(25.1), while the same untuned 9B baseline produces only 3 parsable
answers. These results show that the release is not only a collection
of vulnerability labels, but a quality-controlled corpus of real-code
reasoning records that transfers to downstream PoC generation.

In summary, this paper makes the following contributions:

« We identify a concrete data gap in cybersecurity reasoning:
public resources rarely connect real vulnerable code, rea-
soning traces, and PoC-oriented outputs in a form suitable
for supervised fine-tuning.

« We propose a dataset-construction framework that uses
privileged teacher-side evidence for generation while re-
leasing patch-unaware student-side reasoning for training.

« We present RealMythosReasoning, a 6,159-record dataset
with documented coverage and quality signals, as a first
step toward open and reproducible security reasoning data.

« We show that fine-tuning a 9B open model on RealMythos-
Reasoning matches a 3x larger open model and approaches
a frontier closed API on unseen CVEs, demonstrating that
the released corpus transfers to downstream PoC genera-
tion.

2 Motivation
2.1 Related Work

As large language models grow more capable, their cyber-offensive
and -defensive abilities have become a focal point of the research
community. Frontier closed systems such as Anthropic’s Mythos [3],
OpenAI's GPT-5.5 [19], and Google’s Big Sleep [6] agent can al-
ready locate, explain, and exploit real C/C++ vulnerabilities at
near-expert quality, with Big Sleep alone disclosing more than
twenty novel CVEs in widely deployed open-source software in
2025. Yet their weights, training data, and access remain private.
Closing this open-vs-closed gap, so that public models perform reli-
ably in real vulnerability discovery and exploitation, is therefore an
increasingly urgent problem. The distillation literature in adjacent
domains [1, 12, 13] converges on a single answer: the most effective
lever is supervised fine-tuning on a high-quality, domain-matched
dataset. The recipe is settled; the asset is not.

The open community’s cybersecurity datasets fall into two
groups, and neither alone yields the (real CVE, reasoning trace,
runnable PoC) tuple this work targets. The first group is limited to
cybersecurity knowledge understanding: Primus-Reasoning [25],
CyberPal / SecKnowledge 2.0 [14], SecCoT-CN [8], AquilaX-AlI [4],
and cybersec-reasoning-merged [17] pair security questions or
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concepts with CoT traces, so the student-visible input is a synthe-
sized prompt rather than a real vulnerable function. The second
group exposes real CVEs through C/C++ source corpora: Prime-
Vul [11], MegaVul [18], ReposVul [23], and CVEfixes [5] ship la-
belled vulnerable functions but no reasoning traces or PoCs (Clean-
Vul [15] joins later via the same adapter), and a systematic au-
dit [9] flags non-trivial label noise that motivates the curation stage
of §3.1. Orthogonally, interactive PoC harnesses (CyberGym [24],
PatchEval [7], PoCGen [20], CVE2PoC [22], DrillAgent [21], PA-
GENT [10], PACEbench [16]) and the concurrent SecVulEval [2]
benchmark consume the same CVE pool as evaluation environ-
ments, not as the offline SFT supervision a student must learn from
before entering one. Table 1 cross-tabulates these releases against
the five attributes that determine whether a record can serve as
patch-unaware, runnable defensive supervision.

Each line above is informative on one axis and silent on the
others, so the gap is structural rather than incidental. Group 1 sup-
plies reasoning without real-code grounding: a student trained on
synthesized prompts learns to talk about security, not to read a
concrete vulnerable function. Group 2 supplies real-code ground-
ing without supervision: vulnerable functions ship bare, with no
reasoning, no PoCs, and non-trivial label noise. The orthogonal har-
nesses score interaction-time output but release no offline (prompt,
reasoning, PoC) records to learn from. As a result, no open dataset
jointly delivers a real C/C++ CVE function as the student-visible
input, a step-by-step reasoning trace, and an executable-shaped
proof-of-concept under a per-record quality gate, which is precisely
the asset the open-vs-closed gap demands. §2.2 examines why the
naive route to build it fails.

2.2 Design Rationale

As shown in §2.1, existing open datasets sit on opposite sides of
the same gap: knowledge-understanding releases surface reasoning
over synthesized prompts but never see a real vulnerable function,
while CVE source corpora ship real vulnerable functions but no
reasoning and no PoC. A dataset that genuinely lifts model cyberse-
curity capability must bridge the two, pairing a real-CVE input with
code-grounded reasoning and an executable-shaped PoC under a
per-record quality gate.

We therefore organize the dataset around three design dimen-
sions, each restoring one component prior open releases failed to
deliver jointly. First, the output is a runnable PoC whose intended
behavior is to trigger the underlying CVE, so the model learns to
produce exploit code rather than to describe security concepts in
prose. Second, the input is a real C/C++ CVE function drawn from
public source corpora, so reasoning is exercised over real vulner-
able code rather than a synthesized prompt. Third, the reasoning
is a step-by-step trace linking the visible code to the PoC, so the
supervision is a derivation rather than an answer key. §3 details
the multi-stage pipeline that realizes these three dimensions.

3 RealMythosReasoning: Dataset Construction

This section describes how we construct RealMythosReasoning,
a security-reasoning corpus derived from real vulnerability records.
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Dataset Size Teacher CoT Real PoC Patch- Quality
CVE unaw. gate

Primus-Reasoning [25] 4,864 ol1/R1 v X X X X
Cybersec-Reasoning-Merged [17] 23,146 mixed v X X X
AquilaX-AI [4] 18,282 template v X X X X
SecCoT-CN [8] 31,921 GPT-4.1/Qwen3 v X X X X
SecKnowledge / 2.0 [14] 153K/ 403K expert + LLM v X X X X
OpenCodeReasoning [1] 736,712 R1 v X X X X
CVE source corpora’ source only N/A X v X X X
RealMythosReasoning (this 6,159 DeepSeek-V4-Pro v Vv Vv v v
work)

Table 1: Cyber-reasoning datasets and vulnerability source corpora scored on the five attributes required for patch-unaware,
runnable defensive supervision. CoT: step-by-step trace; Real CVE: real C/C++ vulnerable function as student input; PoC:
per-record proof-of-concept under the six-axis rubric of §3.5; Patch-unaware: student input free of patch, CVE, or diff text;
Quality gate: per-record auditable score. TPrimeVaul, MegaVul, ReposVul, and CVEfixes, used as the canonical curation input

(§3.1).

The construction has five conceptual stages (Figure 1): source cura-
tion, task construction, teacher-guided reasoning generation, patch-
unaware rewriting, and quality-controlled SFT materialization. The
design separates teacher-only evidence from the student-visible task.
The teacher may use auxiliary information such as the patch, CVE
description, CWE label, and augmented context to localize the bug,
while the final student prompt exposes only the vulnerable code
and the task instruction. On the curated input of 9,964 CVE-unique
C/ C++ vulnerabilities, the pipeline accepts 6,159 SFT records, cor-
responding to a 61.8% end-to-end yield.

3.1 Source Curation and Canonicalization

RealMythosReasoning starts from four open vulnerability corpora:
PrimeVul [11], MegaVul [18], ReposVul [23], and CVEfixes [5].
During source selection, we reviewed public vulnerability datasets
covering 2017-2025 and retained the datasets that best satisfy three
practical requirements: clear CVE-based organization, sufficient
scale, and active maintenance. We focus on C/C++ vulnerabil-
ities because they provide abundant real-world memory-safety,
input-validation, and parser-failure cases, and because vulnera-
ble / fixed function pairs are often recoverable from public patches.
Each source is normalized into a common record containing the
CVE identifier, CWE label, project metadata, CVE description, vul-
nerable function, fixed function, source name, and raw source pay-
load. All later stages read this common representation, making
source-specific file formats irrelevant after ingestion.

The curation stage addresses two common problems in vulnera-
bility datasets: duplicate examples and inconsistent source granular-
ity. Sources are visited in a fixed priority order, and the first accepted
record for each CVE is retained. Later occurrences of the same CVE
are logged for audit but do not enter the training pipeline. This
first-source-wins rule favors manually curated vulnerable / fixed
pairs when they are available, while still allowing lower-priority
commit- or hunk-derived corpora to expand coverage. The resulting
curated input contains 9,964 unique CVEs (Table 2).

3.2 Reasoning Task Construction

After curation, each record is converted into a reasoning task. The
central difficulty is that a single vulnerable function is often not
self-contained: its behavior may depend on external structs, macros,

Source Priority CVEs Share
PrimeVul 100 3,264 32.8%
MegaVul 80 6,215 62.4%
ReposVul 70 67  0.7%
CVEfixes 60 418 4.2%
Total 9,964 100%

Table 2: Curated input after priority-based CVE deduplication
over the selected 2017-2025 vulnerability sources. CleanVul
is supported by the source adapter but was added after the
main run and is therefore not included in these counts.

helper functions, protocol fields, or calling conventions. We there-
fore use a lightweight context-augmentation procedure to identify
missing dependencies and attach only the minimal declarations
required to make the function analyzable. This step is not intended
to explain the vulnerability; it supplies the syntactic and semantic
context needed for a model to reason about the visible code.

The task is also routed to a vulnerability-class template. A CWE-
normalized router maps each case into one of seventeen broad
classes such as memory bounds, numeric calculation, input valida-
tion, filesystem access, cryptographic protocol misuse, race condi-
tion, and resource lifetime. Each class specifies the analysis focus
and the expected shape of a useful proof-of-concept (PoC). This
class-aware prompting is important because different vulnerability
families require different evidence: for example, a memory-bound
violation typically needs a concrete buffer layout and trigger input,
whereas an access control failure requires a privilege boundary and
an unauthorized operation. Routing therefore narrows the teacher’s
task without collapsing the original CWE metadata, which remains
stored in the final record.

3.3 Teacher-Guided Trace Generation

For each constructed task, we ask a frontier teacher model
(DeepSeek-V4-Pro with reasoning enabled) to generate both a tech-
nical reasoning trace and a PoC. Unlike ordinary supervised data
collection, the teacher is given teacher-only evidence: the vulner-
able function, fixed function, CVE description, CWE label, aug-
mented context, and class-specific task instruction. The patch and
CVE description provide a localization signal, helping the teacher
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1. Curate 2. Build Task
CVE-level dedup > context + class
9,964 CVEs 17 routes

3. Generate
teacher trace + PoC

reasoning enabled

5. Gate
six-axis PoC score
6,159 SFT rows

4. Rewrite
patch-unaware trace  |—>
leakage checked

Teacher-only evidence

patch, CVE description, CWE label, augmented context

Student-visible task
vulnerable function and task instruction only

Figure 1: Overview of the RealMythosReasoning construction pipeline. Teacher-only evidence denotes auxiliary information
available during trace generation, including the patch, CVE description, CWE label, and augmented context. The released SFT
task removes these privileged references and exposes only the vulnerable code and task instruction to the student.

identify the true root cause rather than spending most of its rea-
soning budget guessing which branch or data flow is vulnerable.

The generation output is treated as an intermediate record rather
than final training data. We store the raw teacher trace together
with the structured inputs that produced it, so the provenance of
each example remains inspectable. This audit record also supports
the next stage: reviewers can compare the privileged teacher trace
with the student-visible rewrite and check how patch- or CVE-
specific statements were removed or re-anchored to the vulnerable
code.

3.4 Patch-Unaware Rewriting

The teacher trace is not used directly for SFT. Instead, it is passed
through a conservative rewriting stage that converts privileged
reasoning into a student-visible explanation. The editor is allowed to
remove explicit CVE identifiers, patch references, commit metadata,
and sentences that depend only on non-visible evidence. When
a patch-derived observation can be grounded in the vulnerable
function itself, the editor rewrites it into code-facing language;
otherwise, the sentence is deleted. The editor is not allowed to
summarize the trace, add new facts, or change the PoC strategy.

This stage creates the key supervision split in RealMythosRea-
soning. The teacher can use privileged information to construct a
high-quality explanation, but the student is trained on a reasoning
process that appears to arise from inspecting the vulnerable code
alone. Persisting both versions also makes leakage auditable at the
sentence level. In practice, this audit trail is essential because patch
leakage is not a binary file-level property: it often appears as small
phrases that must be removed without damaging the technical
reasoning chain.

3.5 Quality Gating and SFT Materialization

The final stage decides whether a rewritten example is sufficiently
useful for SFT. We evaluate the generated PoC with a six-axis rubric
(Table 3) covering relevance, exploitability, completeness, preci-
sion, safety, and correctness. These axes separate failure modes
that a single scalar judgment would obscure: a PoC may be syn-
tactically complete but fail to reach the vulnerable sink, or it may
target the right function while demonstrating a generic rather than
vulnerability-specific behavior. Records are accepted when their
total score and per-axis profile pass the acceptance rules; borderline
cases can be retained for manual review or regeneration.

In addition to the LLM judge, a deterministic verifier checks
structural properties such as the presence of an entry point, a visi-
ble trigger action, and basic syntactic consistency. The verifier does

Dimension Criterion scored on 1-5

Relevance Targets the specific vulnerability and code-level

mechanism.

Exploitability Reaches the vulnerable behavior through a plausible
trigger path.

Completeness Includes sufficient setup, payload, and trigger context.

Precision Demonstrates the exact flaw rather than a generic attack.

Safety Avoids unnecessary destructive behavior beyond
demonstration.

Correctness  Is syntactically and logically sound for the target context.

Table 3: Six-axis PoC quality rubric used for corpus accep-
tance.

not replace semantic judging; rather, it catches format and exe-
cutability failures that a model judge may tolerate. Combining the
LLM rubric with static checks gives users a more transparent accep-
tance signal and allows them to re-filter the corpus by individual
quality dimensions.

Each accepted example is materialized as one JSONL row. The
row contains a code-only question, a patch-unaware reasoning
trace, the final response with the PoC, per-axis quality scores, and
metadata such as project, source corpus, CWE tokens, and routed
vulnerability class. The schema is deliberately independent of any
particular chat template: trainers may concatenate the reasoning
and answer fields for reasoning-style SFT, use the answer alone for
direct-response SFT, or apply stricter filtering on a chosen rubric
dimension.

3.6 Reproducible Execution

The construction pipeline is designed for long-running, resumable
execution. The curated input is split into fixed-size shards, each
with a manifest recording the task identifier, record count, source
composition, and input hash. Workers validate shard hashes before
processing, write per-case results and failure logs, and resume from
case-level checkpoints after interruption. Failed cases can be retried
without re-running completed examples.

After all shards finish, a strict merge pass validates task com-
pletion and combines outputs in deterministic shard order. Given
the same per-task outputs, the merge produces a byte-stable train-
ing JSONL and a stable corpus hash. The teacher model itself is
not guaranteed to be bit-deterministic across future API calls, so
reproducibility is defined over the released records and the frozen
per-task outputs rather than over re-querying the provider. This
distinction is important for open security datasets: users should be
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able to audit, filter, and retrain from the released corpus even if the
original teacher endpoint changes.

4 Evaluation
4.1 Setup

All teacher, judge, and rewriting calls in the released run use a single
model, DeepSeek-V4-Pro. Dataset construction (§3) and the anal-
yses below ran on a single server with an Intel Xeon Platinum 8276
CPU and 256 GB of memory. External model calls cost $952.18 in
total, and every statistic below can be reproduced deterministically
from the released analysis script. We validate RealMythosReason-
ing along three intrinsic axes: quality (§4.2), cross-judge agreement
(§4.3), and coverage (§4.4).

4.2 Trajectory and Quality Profile

RealMythosReasoning consists of 6,159 supervised fine-tuning tra-
jectories, each pairing a code-only question with a patch-unaware
reasoning trace and a PoC response. The average question is 8,938
characters long (median 5,704), the average reasoning trace 3,617
characters (median 2,651), and the average PoC 5,466 characters
(median 4,086), yielding a per-trajectory average of 18,022 char-
acters. Trajectory lengths range from 2,273 to 397,573 characters,
covering short, medium, and long cases.

We evaluate every trajectory with the six-axis rubric of §3.5. The
mean total score is 27.90 out of 30 (median 30, std 3.37), with 50.8%
of trajectories at the 30/30 ceiling and 72.5% at or above 28. Only
125 trajectories (2.0%) fall below the nominal acceptance total of 18;
we retain them so downstream users can apply stricter thresholds,
and their inclusion does not materially shift the headline mean. Five
of the six axes saturate (Table 4, Figure 2a): Safety and Completeness
both exceed 4.9 with weak-axis rates below 0.4%, and Relevance,
Precision, and Correctness sit between 4.5 and 4.8. The only binding
axis is Exploitability, at mean 4.09, std 1.33, and weak-axis rate
19.3%. This pattern matches the looks-like-PoC failure mode of §2.2:
the judge accepts PoCs that compile and look on-target but vary
in how specifically they reach the vulnerable sink. Even on this
binding axis the average trajectory exceeds 4/5, so the remaining
headroom is concentrated on a single well-localized dimension.

Dimension Mean Std %<2
Safety 498 0.19 0.1%
Completeness 493 034 04%
Relevance 473 0.83 5.1%
Precision 4.67 0.95 7.2%
Correctness 451 098 8.8%

Exploitability ~4.09 1.33 19.3%

Table 4: Per-dimension statistics on the 6,159-record dataset.
Five of the six axes have mean above 4.5; only Exploitability
binds.

4.3 Cross-Judge Validation

The headline score of §4.2 comes from a single judge, DeepSeek-V4-
Pro. To check that this number reflects dataset quality rather than
judge-specific calibration, we re-score a fixed 20-case subsample

(uniform random, seed 114; 0.32% of the release) with three addi-
tional LLM judges of different provider families: Gemini-3.1-Pro,
Claude-Opus-4.6, and GPT-5.4 (Table 5, Figure 2b). All four judges
place the dataset in a high band. Gemini-3.1-Pro tracks DeepSeek-
V4-Pro within 0.6 total points and shares the same median of 29/30.
Claude-Opus-4.6 shifts the range down by about 4 points while pre-
serving the per-record ordering, and its median of 24 /30 still clears
the nominal acceptance threshold of 18. GPT-5.4 is the strictest
judge, but its gap is concentrated on a single axis: mean Correctness
is 1.9 under GPT-5.4 versus 3.2 to 4.7 under the other three, and
removing that axis collapses its band onto Claude-Opus-4.6. Aggre-
gated over the four judges, dataset quality agrees on five of the six
rubric dimensions, so the headline of 27.90/30 is not specific to the
judge used at construction time.!

Judge (n=20) Mean Med. Min Max

DeepSeek-V4-Pro  28.1 29 18 30

Gemini-3.1-Pro 27.5 29 21 30
Claude-Opus-4.6 23.6 24 18 29
GPT-5.4 19.2 20 13 24

Table 5: Cross-judge totals on a fixed 20-case subsample. All
four judges place the median at or above the nominal accep-
tance threshold of 18.

4.4 Coverage

The 6,159-trajectory release spans 149 distinct primary CWE to-
kens. The ten most frequent classes together account for 62.7%
of the dataset (Table 6), and the remaining 37.3% is distributed
across 139 further CWE labels, so the tail is broad rather than domi-
nated by a few outliers. The mix combines common memory-safety
classes (CWE-119, CWE-125, CWE-787) with input-validation,
information-exposure, and resource-management failures (CWE-20,
CWE-200, CWE-399). Quality varies systematically with family:
memory-bounds classes receive the highest Exploitability scores,
while input-validation and resource-management cases are corre-
spondingly harder for the teacher to convert into concrete PoCs.

# CWE n Exp. p %Exp< 2
1 CWE-119 mem-bounds 654 431 14.1%
2 CWE-125 OOB read 626  4.55 9.4%
3 CWE-787 OOB write 527 435 14.0%
4 CWE-476 NULL deref 468 4.21 17.3%
5 CWE-20 input valid. 410  3.96 22.4%
6 CWE-190 int overflow 275 3.80 25.5%
7 CWE-Other (un-typed) 262 4.04 20.2%
8 CWE-416 use-after-free 259 394 20.5%
9 CWE-200 info exposure 215  3.55 30.7%
10 CWE-399 resource mgmt 166  3.83 27.1%
Top-10 cum. 3,362 (62.7%)

Table 6: Top-10 CWE distribution on the 6,159-record dataset,
with per-class Exploitability mean and weak-axis rate.

!Per-case judge outputs can be regenerated from the released evaluation script; a
full-dataset four-judge replay would require about 18,500 further judge calls.
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Figure 2: (a) Per-dimension mean (1-5) of the DeepSeek-V4-Pro judge over the 6,159-record dataset; the light band shows one
standard deviation and the red dot marks Exploitability, the only binding axis. (b) Cross-judge totals on the 20-case subsample;

whiskers show observed min and max.

Source coverage is similarly broad, and per-source quality
is balanced. MegaVul and PrimeVul contribute the bulk of ac-
cepted trajectories (3,445 and 2,400 records), with CVEfixes
and ReposVul adding 266 and 48. Total scores cluster tightly
across all four sources; the only material per-source difference
is on Exploitability, where MegaVul cases are slightly easier to
convert into concrete PoCs than those from the other three
sources. At the project level, the release spans 1,983 distinct
project strings, most of which appear only once, with the top
ten (led by linux, torvalds/linux, tensorflow/tensorflow,
wireshark/wireshark, and gpac/gpac) covering 30.0% of the
dataset. A handful of these entries are raw-string variants of the
same repository, and merging the aliases would still leave the long
tail dominant. Together, the CWE, source, and project distributions
support both holistic use of the dataset and fine-grained selection
by class, repository, or vulnerability family.

5 Downstream Fine-Tuning Effectiveness

Intrinsic quality (§4) does not guarantee transfer. The sharper ques-
tion is whether a small student fine-tuned on RealMythosReasoning
can generate working PoCs for unseen vulnerabilities. We answer it
with a held-out benchmark and a head-to-head comparison against
open and closed baselines.

5.1 Setup

Test set. We hold out 284 records from the DiverseVul reserved
split, disjoint from all training data, and run each through the
same context-augmentation procedure used in dataset construction.
deepseek-v4-pro checks whether the vulnerable function is self-
contained and supplies missing structs, macros, signatures, and call
harnesses when it is not; a second pass verifies sufficiency over
up to three feedback rounds, retaining 175 records. To curb single-
judge bias, gemini-3.1-pro re-verifies each context against the

same standard, and only records both judges accept enter the final
set. The resulting benchmark spans 141 CVEs across 65 projects
and 36 CWE categories. Each prompt redacts the CVE identifier and
description; the metadata is kept only as ground truth for scoring.
Models. We fine-tune a Qwen3.5-9B student on RealMythosRea-
soning and denote it qwen3.5-9B-RM. Two same-scale open back-
bones, qwen3.5-9B and 11ama-3.1-8B, act as untrained baselines.
Two stronger systems set upper references: qwen3.6 (27B), a 3x
larger general-purpose open model, and deepseek-v4-flash, a
frontier closed API. The question is whether a compact 9B student
trained on our trajectories can match the larger open model and
approach the closed API on unseen vulnerabilities.

Metric. All systems run with thinking enabled, temperature 0.0,
and a 16,384-token budget, producing one final answer per record.
deepseek-v4-pro scores each answer on the six-axis rubric of §3.5
(relevance, exploitability, completeness, precision, safety, correct-
ness), each axis rated 1 to 5 for a maximum of 30. Empty final
answers are counted as missing generations and excluded from the
scored set.

5.2 Results

Blind prompting creates a known failure mode: a model may iden-
tify a real but off-target vulnerability in the snippet and still score
low against the official CVE label. To avoid penalizing genuine
analysis, every response with raw score < 15 is adjudicated by a
separate deepseek-v4-pro call. Responses labelled VALID (a plausi-
ble real finding) and truncated evaluator outputs are excluded from
the filtered mean; INVALID responses are retained as legitimate low
scores.

Table 7 reports the outcome. Without fine-tuning, the same-scale
open baselines collapse: qwen3.5-9B and 1lama-3.1-8B return
parsable PoCs on only 3 and 2 of 141 records, and score in the low
teens on those few. Fine-tuning the same Qwen3.5-9B backbone on
RealMythosReasoning lifts the parsable rate from 2% to 81% and
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Table 7: Downstream PoC quality on the 141-record held-
out test set. Eval.: records with a parsable final answer. Raw:
mean over evaluated records. Filtered: mean after removing
VaLip off-target findings (raw < 15) and truncated evaluator
outputs; maximum is 30. Untrained baselines fail to produce
parsable PoCs (< 3 of 141), so their filtered means are omitted.

Model Eval./141 Raw Filtered
qwen3.6 (27B) 139 240 256
deepseek-v4-flash 138 22.9 25.1
qwen3.5-9B-RM (ours) 114 23.8 24.6
qwen3.5-9B (no fine-tune) 3 11.7 n/a
1lama-3.1-8B 2 9.0 n/a

the filtered mean to 24.6/30, landing within 1 point of the 3x larger
gwen3.6 (27B) and within 0.5 of the frontier deepseek-v4-flash
API. A compact 9B student trained on our trajectories therefore
closes most of the gap to systems an order of magnitude larger or
hidden behind closed APIs.

6 Conclusion

This paper presented RealMythosReasoning, a real-world cyber-
security reasoning corpus that pairs vulnerable C/C++ code with
patch-unaware reasoning traces and quality-gated PoCs. The con-
struction pipeline combines CVE-level source curation, lightweight
context augmentation, class-aware prompting, teacher-guided trace
generation, patch-unaware rewriting, and six-axis PoC quality as-
sessment. On 9,964 CVE-unique inputs, the pipeline produces 6,159
SFT-ready records spanning diverse CWE and project families. Our
intrinsic analysis shows that the released corpus is broadly well-
formed under the proposed rubric, while also identifying exploitabil-
ity and executable validation as the main remaining bottlenecks.
We hope this release provides a transparent foundation for open,
inspectable, and reproducible cybersecurity reasoning research.
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A Roadmap

RealMythos is planned as a staged open initiative: Stage 1 releases
RealMythosReasoning, including the curated reasoning data, the
construction pipeline, and the intrinsic quality analysis reported
in this paper; Stage 2 will train and evaluate open cybersecurity
reasoning models on this data, with comparisons against public
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reasoning baselines; Stage 3 will connect the data and models
to reproducible vulnerability environments so that PoCs can be
validated against executable targets rather than judged only by
textual rubrics; and Stage 4 will build multi-agent trace collection
and verification infrastructure, enabling the community to generate,
audit, reproduce, and improve cybersecurity reasoning traces in a
fully open workflow.
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